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1. Executive Summary
1.1 Summary of deliverable content and initial objectives

This report relates to the work carried out in WP6. In particular, it discusses the results that we obtained
to extract segmented, 3D plant representations from 2D images of real plants using a technique that
combines machine learning with the virtual plant models developed in Task 6.1.
The text covers only a small part of the work performed in WP6. Please refer to the Progress Report to
have an overview of all the work-in-progress in WP6.
1.2 Partners involved
Leader:
Participants:

INRIA
CNRS, SONY

1.3 Relation with other work packages and tasks

Relation to WP5: In WP6, we develop the high-level software components that use the virtual plant
models and that rely on machine learning. Then, a close collaboration between WP6 and WP5 is
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required to integrate these software components into the image processing pipelines and the data
storage infrastructure that are put in place in WP5.
Relation to WP7: The software components are tested on real plant data that are collected as part of
WP7.
1.4 Dissemination / IPR policy

The source code of the project
https://github.com/romi/romiscan.

is

available

under

an

Open

Source

license

at

Additional user documentation can be found at https://docs.romi-project.eu/Scanner/ and
https://github.com/romi/romiseg/tree/master
The work was part of a presentation to industry insiders at the International Forum for Agricultural
Robotics (FIRA 2019): https://www.youtube.com/watch?v=C2UJTtwS2QM
The work presented in this document will be completed to prepare a scientific publication.

2. Demonstrator
A short video will be provided to illustrate the work presented in this deliverable.

3. Results of trained models
3.1 Introduction
In the presented work, we seek to automatically obtain the geometrical structure of the inflorescence
stem of Arabidopsis thaliana in three dimensions (3D) using an RGB camera. This 3D-reconstruction is a
required step for the study of phyllotaxis, the geometric arrangement of organs around the stem, using
high-throughput methods [13]. This problem is also addressed in WP5 using geometrical techniques.
Here, we show how we can take advantage of the plant models developed in WP6 to speed up the
training of convolutional neural networks (CNN) to segment images of A. thaliana into its constituent
organs. These segmented images are then used to reconstruct the plants and its individual organs in 3D.
Advances in machine learning, and in particular the use of deep convolutional neural networks, offer
new opportunities for pixel-by-pixel semantic segmentation of images. However, the main bottleneck to
enable the power of CNNs for segmentation tasks is the need for annotated data sets to train the neural
nets. Data annotation is a tedious and time-consuming process. This is a constraint for small scale
phenotyping problems and also limits the adaption of machine learning techniques for economically less
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important crops. Two solutions to this problem are often suggested. In the first approach, generative
computer models are used to feed the machine learning algorithm with artificial data. In the second
approach, an existing CNN that is trained with images from one domain is fine-tuned with a small set of
images of a different target domain.
In this work, we look at both of these approaches. We propose to use virtual models of A. thaliana to
generate datasets of 2D images (see deliverable D6.1). These synthetic images are used to train a
convolutional neural network for the identification of the organs along the inflorescence stem. The CNN
is then applied to segment a set of real plant images, taken from different viewpoints. Finally, the
segmented images are used to reconstruct the three dimensional structure of the inflorescence. We also
validate whether the combined segmentation and 3D reconstruction reduces the errors as previously
reported by [41].
We also evaluate the efficiency of fine-tuning. We fine-tune the segmentation network, trained on
virtual A thaliana plants, with a small number of images of young tomato plants. We evaluate whether
the tuned CNN can successfully segment tomato plant images. This approach is useful to speed up the
adoption of machine learning techniques for a species for which no virtual plant model is available but
that has similar anatomical traits as a species that has been modeled.
Finally, we use the segmented images and a technique called volume carving that reconstructs the 3D
shape of the plant to obtain a fully segmented 3D representation of the plant’s organs.
To our knowledge, our work provides a unique attempt to gather state-of-the-art techniques of
machine-learning for plant phenotyping into a single pipeline, from raw images to a 3D reconstruction
segmented with high precision.

3.1 Related Work
The problem we address relates to the creation of 3D representation of individual plants in which all the
constitutive organs have a distinct label. The main fields of application are phenotyping for phenomics
and crop improvement [48, 30], in-field monitoring of highly valuable crops [16, 8], and precision
agriculture [2, 7].
A common approach to this problem is to first obtain a 3D representation such as a point cloud or a
mesh structure and then subsequently segment this 3D structure into organs. There are several
methods to obtain the initial 3D data, including the use of LiDAR [27, 9, 47, 46], time-of-flight cameras
[1, 4, 50, 11], or structured light [28, 26]. The 3D reconstruction can also be obtained from multi-view 2D
images. One such method, structure-from-motion, identifies the key-points from one image to another
to reconstruct the plant in 3D [44]. Another 2D-based method is volume carving1 that uses the projected
contours of the object to carve away voxels and obtain the visual hull of the object [21]. In the field of
phenotyping, volume carving has been discussed by several authors, including [36,41,54,55]. Once the
1

Alternative names for volume carving are space carving and voxel carving.
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3D structure has been obtained, in general a 3D point cloud, the segmentation can be done using
geometric and algebraic methods [25] or, more recently, machine learning methods [52].
An alternative approach to the segmentation of the individual organs in the 3D representation is to first
segment 2D views of the plant and then project the segmented images into 3D using the camera
positions [41]. It is the approach that we have chosen to evaluate in this work.
Machine learning and computer vision neural-networks offer powerful toolbox for the 2D pixel-wise
image segmentation that is needed in this approach [19]. Several recent works have suggested their use
in phenotyping and precision agriculture, including [5, 51, 49, 41, 2]. A key obstacle in the training of
neural networks for this task is the need for annotated datasets. The datasets are mostly annotated
manually, which is time consuming (5 to 30 min./image). However, recently, several authors have
reported on the successful use of artificially generated images using virtual plant models to train the
CNNs [5, 51, 49, 2, 7].
Once the organs have been detected in each image, the set of 2D views have to be projected in 3D to
obtain the point cloud volumes of the organs. The visual hull based techniques described previously are
an efficient method for this task. In the case of multi-label images, an additional back-projection and
voting mechanism is introduced to decide the label of each point in the cloud [41].
The work presented here includes topics that are active fields of research in the phenotyping
community, including the use of synthetic images to train neural networks, the 3D reconstruction of the
plant’s shape from 2D images, or the segmentation of the 3D representation into the plant’s organs (see
Table 1). However, to our knowledge, the work presented here is unique in that it combines these
components into a single pipeline. We are thus in a position to evaluate the process from the generation
of synthetic images up until the 3D segmentation of the real plant images.
Our contributions can be summarized as follows:
●
●

●

We show that convolutional neural networks trained only with synthetic images of plants can
successfully segment images of real plants.
We successfully apply the method to reconstruct the inflorescence stem of A. thaliana in 3D and
detect all the individual organs. The inflorescence stem of A. thaliana is arguably a challenging
object of study due to its thin stem and fruits.
We offer further proof that fine-tuning a CNN using a small dataset accelerates the use of
semantic segmentation on other plants.

Object of study

Cicco, 2017
[5]

Ward, 2018
[51]

Ubbens, 2018
[49]

Shi, 2019 [41]

Barth, 2019
[2]

ROMI

Sugar beets
and weed

Rosetta of A.
thaliana

Rosetta of A.
thaliana

Tomato
seedlings

Population of
sweet
peppers
plants

Inflorescence
stem of A.
thaliana
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Generation of
synthetic
images

Yes

Yes

Yes

No

Yes

Yes

Training on
synthetic
images

Yes

Yes, to
augment
real images

Yes, to
augment
real images

No

Yes

Yes

Training on
(additional)
real images

With and
without

Yes

Yes

Yes

Yes, a small
set

No

3D
reconstruction

No

No

No

Yes

No

Yes

3D
segmentation

No

No

No (leaf
detection in
2D images)

No

No

Yes

Table 1: An comparison of the most relevant papers that use synthetic images to train neural networks for plant
phenotyping and precision agriculture. For a more complete discussion of papers that are relevant to the
presented work, please see above.

3.3 Material and Methods
In the following sections, we present the different steps of the pipeline. Figure 1 provides a schematic
overview on how the different components interact.
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Figure 1: A presentation of the different steps of the final 3D segmentation pipeline along with its defining parameters.
The main pipeline is indicated by the arrows on the top. The arrows on the bottom show the information that is
provided by the Colmap application: the precise camera position and the camera matrix (see the discussion in 3.3.1).

3.3.1 Image acquisition and dataset of real images
Images of A. thaliana
We used a Sony RX0 RGB camera with a resolution of 1920 × 1060 pixels. The camera was fixed on a one
degree-of-freedom camera mount to control the panning. The images were retrieved through the
camera’s WiFi interface. The camera mount was attached on a CNC Cartesian arm, more specifically the
X-Carve [17].
To perform the volume carving and back-projection steps, discussed below, we must know the exact
position and orientation of the camera for each image, as well as the intrinsics of the camera model
(incorporated in the so-called camera matrix). It is challenging to perfectly calibrate a camera arm in real
world scenarios. We thus obtained the camera poses and matrix using a structure-from-motion
algorithm – in this work, we used the open source software Colmap [39, 38].
If I is the set of views taken of a given scene, we thus have the following projection models that include
both the intrinsic camera parameters and camera pose estimation: πi : ℝ3 → ℝ2, i ∈ I, such that for any
world coordinates x ∈ ℝ3, πi(x) is the pixel coordinate of point x in view i.
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Using the set-up above, we obtained 864 images of A. thaliana (12 different individuals) (see also
Deliverable D5.3 and WP7 - Data acquisition and real-world application testing). From this dataset, 6
images of 4 different individuals were manually annotated to evaluate the results of the experiments
(see 3.4.3). Some sample images from this dataset are shown in Figure 2.

Figure 2: Sample images from the A
 . thaliana dataset used in this study.

Images of a young tomato plant
An additional set of real images from a young tomato plant was obtained to test the fine-tuning method.
We took a video turning around a tomato plant and sampled 41 images equally distributed along the
video to get images from different viewpoints. Two images from this dataset were manually annotated
with our interface (see 3.3.8). We included only two classes: stem and leaf.
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Figure 3: Two sample images from the dataset of the young tomato plant.

3.3.2 Virtual plants and artificial dataset generation
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Figure 4: An example of simulated A
 rabidopsis thaliana plants at different growth stages.

We used a set of 3D mesh models of A. thaliana to generate the artificial dataset. The generated plant
models were exported as meshes from LPy [31] as described in Deliverable D6.1. We use the standard
OBJ format. The 5 different types of organs in the mesh (fruit, stem, pedicel, leaf and flower) each have
an associated “material” identifier that is used to apply colors or texture by the rendering engine. Each
organ class was attributed a distinct material, used below.
The open source software Blender2 was chosen to render the virtual plants because the Python bpy
module that comes with this application allows for easy scripting. Blender’s Eevee renderer was used
because of its fast and realistic looking rendering of scenes. To further increase the diversity of the
simulated dataset and prevent over-fitting on the chosen plant textures, a base color of the plant
material was randomly chosen from a color distribution derived from an image of a tree canopy.
For the background, we rendered the plants in a 360∘ High Dynamic Range Image (HDRI) of a real world
scene. Rendering a HDRI in blender reproduces the original scene lighting. By analogy with the image
acquisition set-up used for real plants (see 3.3.1 above and deliverable D5.3), we use the term “virtual
scanner” for the software module that generates a set of 2D images of the virtual plants in this artificial
background scene as if the camera were turning around the plant. In order to increase the complexity of
the images acquired with this virtual scanner, several sets of backgrounds were used, without limitations
on the lighting environment – night, daylight, sunset – or the type of scene – indoor or outdoor. In both

2

https://www.blender.org/
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cases, a simulated flash light is triggered with a random level of intensity to simulate different artificial
lighting conditions during the acquisition of real life pictures.
The ground truth for the plant part segmentation is acquired by rendering each organ class separately
by making the materials of the other classes transparent (Figure 4).

Figure 5: Example of a virtual training image (top-left) and the masks associated with all the labels
(from left-to-right: background, stem, leaves, fruits, and pedicels).

A dataset of 2520 virtual plant images was generated using 18 views of 140 different plant models
(896x896 pixels), each with plant part segmentation. The distance and position of the camera around
the plant varied to offer more diversity.
3.3.3 Semantic segmentation of images
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The objective of semantic image segmentation is to convert an input image into a “segmented” image
where each pixel is given a label according to the class it belongs to. In our case, the input is a plant
image, and, for each pixel in the image, the segmentation network labels the pixel as belonging to the
fruit, stem, pedicel, leaf, flower, or background classes. More generally, semantic image segmentation
converts the input image into a stack of probability maps of the same dimension as the image. If C is the
number of different classes (organs plus background), semantic segmentation produces C output images
with pixels having a value between 0 and 1. The pixel value in output image i is equal to the probability
that the corresponding pixel in the input image belongs to class i.
To produce such semantic probability maps, we used a segmentation convolutional neural network [12].
These segmentation networks are based on a contracting structure from an image to a low dimensional
feature space, called the latent space, which encodes the content of the image. It is connected to a
symmetric expanding structure that translates the information from the latent space to an image similar
to the original one, but with only the content of interest reconstructed. The contracting structure is
directly inspired from classification neural networks, and made of convolution layers, non-linearities,
and down-pooling layers. The convolution kernels allow to filter the information to emphasize the
content, and the down-pooling allows to reduce the dimension of the information. The expanding
structure reproduces the path in the other direction, with up-pooling layers and convolutions. The
spatial information is re-injected to reconstruct the image properly, by providing the down-pooling
coordinates from the contracting phase.
We decided to use a neural network architecture inspired by U-Net [33]. However, to leverage the
power of already existing labeled datasets, the contracting structure, or encoder, was replaced by a
classification network trained on ImageNet, and with six classes to segment. Thanks to the great
diversity in the ImageNet dataset, this classification structure has already learned to encode the
semantic representation of an image in the latent space. The classification network that we used is
ResNet [14] which is a deep neural network where inputs from previous layers are regularly re-injected
into deeper layers in order to maintain the geometry and avoid vanishing gradients [15].
3.3.4 Training from simulated data
The network was trained and tested with the 2520 images (140 individual x 18 images) from the virtual
scanner. To make the network robust to images and lighting conditions that are not in the dataset, we
artificially augment the dataset by adding uncorrelated Gaussian noise to each of the RGB color channels
(σ = 0.01, R’=R+eR, G’=G+eG, …) and random rotations (Figure 4). The images were normalized to
correspond to the mean and variance of the training set of ImageNet, on which was initially trained the
semantic structure (mean(R,G,B) = (0.485, 0.456, 0.406), standard-deviation(R,G,B) =
(0.229,0.224,0.225)). The dataset was split into 3 sets:
●
●

a training set to train the network (70% of the dataset)
a validation set on which the network is not trained and is used to evaluate and compare the
different networks (7% of the dataset)
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●

a test set used at the very end on the selected architecture (23% of the dataset)

The selection of the images was done on the individuals: 70% of the plants were selected for testing and
their images added to the training set. Using this procedure we introduce backgrounds in the testing
datasets that have not been encountered by the neural network during the training.

Figure 6: A sample of the training set (before normalization).

To train the network for the segmentation, a combination of metrics were used in the loss function. As it
is a multi-class problem, a sigmoid is applied to each output in order to contain the numerical range of
the predictions. First, cross-entropy was used as a per-pixel metric. It represents the uncertainty of the
prediction compared to the ground-truth. If the class of a pixel has a very low predicted probability, it
will highly penalise the loss. If the probability is close to one, the contribution to the loss is close to zero.
The notion of entropy represents this discrepancy between the ground truth distribution and the
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predicted distribution. It is naturally translated at the mathematical level with the negative of the
logarithm.

(1)
Where n is the number of pixels in the image, C the number of possible classes, ygtk = 1 if pixel i is in
class k, 0 otherwise, and yi,pred
 k  = p(label(yi,gt) = k).
Second, the Dice coefficient was used as a another loss metric, which theoretically writes as:

(2)
This coefficient compares the number of right predictions to the number of samples, for each class. In
practice, the product of the ground truth by the predictions is summed, so that only the prediction of
the right class contributes to the sum. For example for point n, the class is k, and the prediction for class
k is pk , the loss for point n will be 1 - pk . The total loss is computed vector-wise, and lies between 0 and 1.
We used the mean of these two losses for the training: cross-entropy has more stable gradients while
Dice loss represents what should be minimised and is less sensitive to class imbalance than
cross-entropy.
3.3.5 Volume carving
Volume carving is a photogrammetric approach which uses pictures of an object from different points of
view to reconstruct an object in 3D as a binary function of space [21, 10, 36, 54, 55]. Space is divided
into a regular voxel grid with a voxel size chosen such that the size of the projection of each voxel is of
the same order of magnitude of a pixel in each of the pictures.
The input of the volume carving algorithm is a set of binary background images Bi produced by the
segmentation algorithm. The value of a pixel in the mask indicates whether the pixel belongs to an organ
class or to the background. Since volume carving is very sensitive to false positives – pixels labeled as
background when they are in fact projections from organ class voxels – the threshold for the grey value
of the pixel to distinguish between background or organs is chosen very close to 1.
To reduce the probability of carving away voxels that belong to the plant volume, the plant masks are
dilated by an additional pixel. This is justified by the fact that we only use the voxel center and not the
pixel space covered by the whole voxel. In the case where the error on the camera poses is non
negligible, the dilation of masks is increased even more to match this possible uncertainty.
3.3.6 Level Set method
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The set of voxels resulting from the volume carving corresponds to the visual hull of the object, under
the given views. It is an approximation of the true volume occupied by the object. Because the voxels
are positioned on a fixed grid, the surface of the resulting volume suffers from spatial aliasing: it is not
continuous but “cubic”. A more continuous surface is obtained by estimating the real surface of the
scanned object from the carved volume and moving the voxel points to the closest position on this
surface. To compute this improved point cloud a Level Set method is used [40]. The Level Set method
requires a signed distance function that estimates the distance between a point and a volume. A positive
(negative) distance means that point lies inside (outside) the volume and a point on the surface has a
distance of zero. We used the fast marching algorithm provided by the SciPy software library [18].
3.3.7 Back-projection
Once the point cloud is obtained using the Level Set method, a label has to be attributed to each point in
the point cloud. Similar to the method proposed by [41], the coloring of the point cloud is performed
after its construction with the visual hull method.
A technique similar to the volume carving method is used, whereby each point is projected back onto
the segmented images. Let Mi,k denote the output of the segmentation algorithm for view i and class k.
In the following, classes include all non-background organ classes. A threshold is applied to the
probability scores, so that Mi,k(x) ∈ {0,1} for all x in Ω. Then, for each point, each class gets a vote from
each of its projection in the masks Mi,k:

Then the class with the maximal number of votes is attributed to the point:
class(x) = argmaxk (Mk(x))

If a point gets no vote from any of its projection, then it is discarded as a background point. This yields a
labeled point cloud, in which every point is attributed to an organ class.
3.3.8 Fine-tuning
Our network was trained on a virtual A. thaliana model but aims at reconstructing real plants. Although
the training performs well for real A. thaliana (see below), it transfers poorly to other species with large
anatomical differences. Therefore we conceived a simple interface that allows the user to manually label
a few images of interest, then run the training of the network on this small dataset. The interface uses
LabelMe [34] for manual annotations, and runs the training on these images for 20 epochs. This
generates a segmentation network specialized for the new species, starting from the network trained on
the virtual plant models of A. thaliana.
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3.3.9 Evaluation metric
To evaluate the segmentation task, we use the classical metric of precision and recall. As discussed
above, the segmentation network outputs C images (one per class) with pixel values between 0 and 1.
To perform the evaluation discussed below, we convert these images separately into binary masks by
applying a threshold of 0.5 on the pixel values. We have noted that the chosen threshold does not
matter much because the output images from the neural network are highly contrasted. Every pixel x in
the segmented image is then attributed to one of four sets:
●
●
●
●

x belongs to TP (true positive) if our predicted class is positive and the actual class is positive.
x belongs to TN (true negative) if our predicted class is negative and the actual class is negative.
x belongs to FP (false positive) if our predicted class is positive and the actual class is negative.
x belongs to FN (false negative) if our predicted class is negative and the actual class is positive.

The precision and recall are then defined as follows:

Given a class C:
●
●

The precision is the proportion of the pixels labeled with C that were correctly labeled. The
remaining proportion are pixels that were labeled C but that belong to another class.
Considering now all the pixels that belong to a given class C, the recall measures the proportion
of those pixels that have been correctly labeled. The remaining proportion are pixels that belong
to class C but that were incorrectly labeled with another class.

To evaluate the 3D reconstruction, the same evaluation metric is applied to voxels. Each voxel is
attributed a single class from the back-projection algorithm presented above, and its class is compared
to the class of the closest point on the original mesh of the virtual plant. We similarly measure the
precision and recall.
3.3.10 Software integration
The code of the algorithm is written in Python and is integrated in the image analysis pipeline developed
in WP5. We used PyTorch3 as the machine learning framework. The package LabelMe4 was used to
annotate the images. Besides the SciPy and bpy libraries already mentioned, we use the standard

3
4

https://pytorch.org/
http://labelme.csail.mit.edu/Release3.0/
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computer vision libraries OpenCV5 and scikit-image6 to manipulate images. The pipeline itself uses the
Luigi task scheduler7 to execute the individual tasks shown in Figure 1. For more information on the
pipeline, please refer to the progress report on WP5.

3.4 Results and Discussions
We recall that the following datasets are used in this work:
●

●
●
●
●

Dataset A: 2520 virtual plant images (18 views of 140 different models, see 3.3.2). 70% of the
images (the selection was done on the plants) were used for training, 23% for validation, and 7%
for the tests, as discussed in 3.4.1 and 3.4.2 below.
Dataset B: 6 hand-annotated images of real A. thaliana (4 different individuals, see 3.3.1). These
images are used to test the segmentation on real plants quantitatively in 3.4.3.
Dataset C: 858 images of real A. thaliana (12 different individuals, see 3.3.1). These images were
used to evaluate the segmentation and 3D segmentation qualitatively (section 3.4.4)
Dataset D: 39 images of a young tomato plant taken from a hand-help mobile phone.
Dataset E: 2 annotated images of the young tomato plant.

3.4.1 Segmentation of virtual images
The images from the dataset A are segmented using the trained neural network. Then, the results of 2D
segmentation are compared to the ground truth provided by images produced by the virtual scanner
(see 3.3.2). Figure 6 presents a sample from dataset A and its segmentation.

5

https://opencv.org/
https://scikit-image.org/
7
https://luigi.readthedocs.io/en/stable/index.html
6
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Figure 7: Images segmented with our network. From left to right, then top to bottom: original image,
background, flower, fruit, leaf, pedicel. White indicates a high score (1) for the class, black indicates a
low score (0).

Pixel precision and recall for the five organ classes are shown in the figure 8.
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Figure 8: Left: The pixel precision of the 2D segmentation on the dataset A, containing the computer-generated
images of the virtual A
 . thaliana. Right: The pixel recall of the 2D segmentation.
This analysis shows a similar trend for all segmentation classes. For example, considering the fruit class,
~50% of all the pixels that have been labeled as “fruit” by the CNN are indeed fruit pixels in the original
image (true positives). Hence the remaining ~50% of fruit-labeled pixels are false-positive and
correspond to pixels with other labels in the original images. Similarly, 94.5% of all the pixels labeled as
fruit in the original image are correctly labeled by the neural network (true positives), so 5.5% of the
original flower pixels are miss-labeled by the CNN (false negatives).
In conclusion, the neural network has a high sensitivity to detect almost all pixels (>90%) of any plant
classes defined in the training phase (Fig. 5). However, its precision is lower, since too many pixels are
often assigned to a given class (false positives). We will come back to this point below.
3.4.2 3D reconstruction of virtual plants
The segmented images from the previous test are used to reconstruct the segmented 3D representation
of the plant, as discussed in 3.3.5-7. Similarly, we compute the voxel precision and recall (see 3.3.9) to
evaluate the results and plot it side-by-side with previous 2D evaluation for comparison (Fig. 9).

ROMI - D6.3 - Results of trained models

19

Figure 9: Evaluation of 2D and 3D segmentation side-by-side (blue: 2D pixel metric, orange: 3D, voxel metric).
Left: precision . Right: recall.

The results show that the precision for each class is higher in 3D than in 2D. This is because the transfer
to 3D using the volume carving operation reduces the number of false positives. For this reason we favor
false positives against false negatives in the 2D predictions, as explained below. To understand this bias,
we recall that the 3D reconstruction carves away the voxels based on the prediction of pixels onto which
they project. On the one hand, false negative results in losing voxels that are part of the plant. On the
other hand, false-positive retains additional voxels that are likely to be removed in subsequent carving
operations using images that correctly labeled the pixels. Thus false-positives are thus preferable. We
therefore keep the threshold that is used to generate the binary masks low with the risk of introducing
more false positives.
3.4.3 Segmentation of real plants images, CNN trained on virtual plants
We evaluate the performance of the neural network trained on the virtual dataset to segment the 2D
images of dataset B, the set of manually annotated real images of A. thaliana. We present pixel precision
and recall results for each class, comparing results on virtual plants and real plants below (Figure 10).
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Figure 10: Pixel precision and recall comparison between 2D segmentation on virtual and real images unseen by
the neural network.

Note that the size of the dataset (6 pictures) is too small for a proper statistical analysis. Although the
network makes more errors than with the virtual plants (especially more leaf false positive and more
flower false negative), we get satisfactory segmentation results. The errors include the mix-up between
the stem, fruit, and pedicel classes. Also, the network has difficulties distinguishing fruits and leaves
when they grow along the stem.
Observing the errors made by the network has led to improvements in the 3D models of the plants: we
included features such as the rotation of the leaves, the bending of the stem, and the random coloration
of the organs. This allowed both to improve the plant model and the 2D-segmentation network. These
improvements are already included in the results above. Overall, the 3D models of the plant and the
images generated in the virtual environment allow us to obtain a satisfactory segmentation and 3D
reconstruction of real plants. Note that we recently developed new models of A. thaliana in WP6 (see
Deliverable 6.2) that are even more realistic than the first version of virtual models used here. This
should significantly improve our segmentation results in the near future.
3.4.4 3D reconstruction of real plants
We segmented and reconstructed A. thaliana real plants from dataset C. Without ground truths we can
only give a qualitative analysis of the results. Figure 11 shows the 3D reconstruction and segmentation
of the plants shown in Figure 2. The reconstructions and segmentation were qualitatively as good as the
3D reconstruction to the point where in some cases it is hard to tell whether the reconstructed plant is
from a real or a virtual plant. One default is that the reconstruction of the leaves at the basis on the
stem is not accurate. This is due to the fact that these leaves are hardly identifiable, mixed with the pot
or dried out. They are of little interest to the study of the phyllotaxy of the main fluorescence stem so

ROMI - D6.3 - Results of trained models

21

we didn’t focus on solving this issue. Another issue comes from occlusions, especially of the stem. The
reconstruction fails, for example, when there are several branches grouped together in the same pot, or
when there is a structure unknown to the segmentation network, for example, a tutor obstructing some
viewpoints. To solve the first issue one solution would be to increase the variety in the viewpoints, by
taking pictures from the top of the pot. To solve the second, we would need to teach the network to
interpret occlusions by foreign objects, by including such objects in the virtual scene for example.

Figure 11: 3D reconstruction of real plants. Red: stem, green: leaf, white: pedicel, purple: fruit:,
yellow: flower.
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3.4.5 Transfer to other species
We used model fine-tuning to transfer the use of the neural network to species that are anatomically
different from A. thaliana. Then the network trained on virtual A. thaliana was trained on the two
tomato images of dataset E. The results of the 2D segmentation are shown in Figure 12. The results of
the 3D reconstruction pipeline are shown Figure 13. We can only evaluate the results qualitatively. We
notice that some of the top leaves are missing in some of the photos used in the reconstruction, which
impacts its quality. The results are encouraging enough to consider fine-tuning a potential solution to
train a neural network when a virtual plant model for a given species is not available. Note that using
our virtual tomato plant recently developed in WP6, we will be able to quantitatively assess transfer
learning error rates on virtual plant ground truth in the next phase of our work.

Figure 12: Predictions of the model fine-tuned on two images of tomato that are manually annotated.
(The masks of pedicel and stem are superimposed on this figure but they were predicted separately).
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Figure 13: 3D reconstruction and segmentation of tomato plants with the pipeline.

3.5 Conclusion and perspectives
In this work, we have presented and assessed a fully automated method for segmentation of plants
from 2D pictures using convolutional networks for segmentation in 2D and backprojection of 3D points
for segmentation in 3D.
Our initial results suggest that using generative models of plants for training neural networks and
applying the trained algorithms on real specimens of plants is robust enough so that no additional
annotation of data is needed. This is of utmost importance to the field of plant biology, since annotation
of data is very time-consuming, and the variety in plant species makes the annotation of new species a
never-ending task. In WP6, throughout the ROMI project’s life, we also work at increasing the
photo-realism of our virtual plants on various aspects (geometric, physical, and material). These
improvements should simultaneously contribute to strengthen CNN training and significantly improve
automatic segmentation of organs.
We have also shown that annotation of a small set of real world plant data can be enough to transfer
the CNNs to plants with different anatomic properties.
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Further work is needed to consolidate these initial findings. We will validate some of the implicit
hypotheses in the current set-up. Notably, we assume that the randomized 3D backgrounds in the
virtual plant images makes the segmentation by the neural network more robust. This intuition needs
additional validation before it can become a best practice. We also augmented the virtual plant model
and added the bending of the main stem and the rotation of the leaves without a precise evaluation of
its effects. We should also increase the number of manually annotated images of A. thaliana and tomato
plants for a proper evaluation of the 2D segmentation.
Another perspective of work is to investigate whether the obtained segmentation is precise enough to
extract precise quantitative data from the reconstructed plant. In particular, using the segmented 3D
data of A. thaliana, we want to extract the angles between the sequence of fruits along the main
inflorescence stem so that we can compare these results with manual measurements and the results of
the geometrical pipeline discussed in WP5. Our hope is that the knowledge of the individual organs
helps to extract the plant’s skeleton more accurately.
Finally, the work also opens up some additional research questions. The 2D masks generated from the
virtual models provide information on overlapping classes. The network is currently trained to predict
these overlapping classes: one pixel can be attributed to multiple classes. However, we have not fully
explored this possibility to improve the segmentation when organs are occluded in a subset of the
images.
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